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Figure 1. We present BLiSS, which progressively builds a human body shape space and brings unregistered scans into correspondence to
a given template mesh. Starting from as few as 200 manually registered scans (green samples), BLiSS creates an expressive shape space
(pink samples), performing on par with state-of-the-art models such as SMPL, STAR, and GHUM, while requiring only 5% of annotations
compared to the others. (Right) Our space can then recover the body-shape parameters of raw scans by projecting them directly to ours.

Abstract

Morphable models are fundamental to numerous human-
centered processes as they offer a simple yet expressive
shape space. Creating such morphable models, however,
is both tedious and expensive. The main challenge is es-
tablishing dense correspondences across raw scans that
capture sufficient shape variation. This is often addressed
using a mix of significant manual intervention and non-
rigid registration. We observe that creating a shape space
and solving for dense correspondence are tightly coupled
— while dense correspondence is needed to build shape
spaces, an expressive shape space provides a reduced di-
mensional space to regularize the search. We introduce
BLiSS, a method to solve both progressively. Starting from a
small set of manually registered scans to bootstrap the pro-
cess, we enrich the shape space and then use that to get new
unregistered scans into correspondence automatically. The
critical component of BLiSS is a non-linear deformation
model that captures details missed by the low-dimensional
shape space, thus allowing progressive enrichment of the
space.
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1. Introduction

Morphable models [8, 31, 46] continue to strongly influ-
ence research towards human-centric workflows. This suc-
cess is explained by the simple and versatile encoding of the
underlying shape space, while providing interpretable han-
dles for both shape and pose variations. The compact shape
space has been extensively used for a variety of applica-
tions, including retexturing [20], shape editing [14], pose
and illumination manipulation [55], animation [51], avatar
creation [24], to name only a few.

While morphable models are widely considered useful,
creating them is surprisingly tedious. Theoretically, given
a set of 3D shapes (e.g., scans of human bodies) with
vertex-level correspondence, morphable models can ‘sim-
ply’ be built using linear (e.g., principal component analy-
sis (PCA)) or nonlinear (e.g., autoencoder [36, 57]) dimen-
sionality reduction methods. The hurdles lie first in getting
scans of many subjects, with a wide coverage of body shape
and pose variations, and second in establishing vertex-level
dense correspondence across the scans. Given these chal-
lenges, not surprisingly, only very few high-quality mor-
phable models (e.g., SMPL [31], STAR [37], GHUM [57])
are publicly available.

The first hurdle has been significantly lowered with rapid
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advances [9, 17, 18] in affordable, portable, fast, and ro- combination of linear PCA and non-linear Neural Jacobian
bust (hardware) 3D scanning solutions (e.g., RGBD sen-Field (NJF) deformation model that brings the target scans
sors, range scanners etc.). The second hurdle is algorithmicinto better correspondence.

The dominant approach to establish dense correspondence

across the raw scans is to use non-rigid registration [3] to 2. Related Work

align scans with a template (body) mesh. This works well . i i

when the input shapes have limited variations and are clean2-1- Non-rigid registration

Unfortunately, when shape variability is large (as among Registering two sets of raw scans (i.e., point clouds) is a
scans capturing representative variations across a POPU|arong-standing problem [6, 16], typically consisting of two
tion) or contains holes and noise, successful registrationsteps: (i) estimating correspondence between the source and
must rely on manual intervention or strong shape priors. the target scans; and (ii) minimizing the distances between
Thus, either users have to annotate landmark correspongach correspondence pair to bring the source closer to the
dence across the scans, or provide shape priors to regularizgyrget. Since this work is concerned with human bodies that
the registration Step. Manual annotation is expenSive andoften deform non-rigic“y’ we review how Correspondences

does not scale easily. Providing a shape prior is also tricky gre estimated in non-rigid registration of 3D human data.
as generating one requires shapes in correspondence — this
leads to a chicken-and-egg problem. Optimization-based (ICP).When the source and the target

points are roughly aligned in the ambient 3D space, corre-

We provide a solution that, starting from a small set of q b imated b K t point
registered scans, alternates between building an underly-Spon ences can be approximated by SEeking nearest points.

ing linear shape space and utilizing the current shape Spacgollowmg this intuition, eX|st|n'g methods [22, 23.’ 25, 29,
model to automatically bring new (raw) scans into corre- 20] a_llternate between_ search!ng the closest point and_ d_e-
spondence. At the core of our approach is a nonlinear de_forr_nmg the source pomts, Wh.'Ch can be seen as non-rigid
formation setup, expressed in the form of a neural network \{arlants of the classical Iterative-Closest-Point (ICP) algo-
i.e., Neural Jacobian Fields (NJF) [2], that helps to predict rithm [7, 12]. For fast convergence, such methods assume

dense correspondence for scaltseto the currently mod- the two sets of_p.o_int.s to be close enough, or require an “or-
eled shape space. NJF is trained to add information beyonaac'r:3 gltjﬁss o |n|ttt|1al|ze theihcoozresf?ondenc.es. dditional

the current PCA space which is critical for registering new | ur t_erntmre, tese rr;el 0 Isq en reqtlj_lre Ia al '023 reg-
target scans, especially in the early stages where our lineat’ ad”TRIXg ellrgns $hav0|_ oca mlrllr_na,_g,h ap _a;:_lan t[ ]
shape space may yet not be suf ciently expressive. Once?" [48]. They impose extrinsic heuristics to con-

such correspondences are established, they enrich the shaﬁérain the deformation, which do not always apply to the

space with additional scans. We repeat this process iterala/9€t tasks. In contrast, we employ the recently introduced

tively until all scans are brought into correspondence and aNeuraI Jacobian Fields (NJF) [2] that implicitly learns an

nal shape space is achieved. We term this bootstrappingappmp”ate regularization in a data-driven manner. We also

scheme Bootstrapped Linear Shape Space (BLIiSS). In itsuse NJF in our method as it has been shown to better dis-

current form, BLISS does not handle pose correctives. tribute error by having a global Poisson solve to integrate

i local gradienti¢e., Jacobian) information.

We evaluate BLiSS on the commonly used CEASAR
dataset [45] and show that starting from only as few as Learning-based shape matching. Global registration
200manually registered scans, we can jointly learn a shapemethods exist that match two human shapes without assum-
space and automatically bring additional scans into corre-ing they are close in 3D space. Instead of matching points
spondence. We evaluate the expressive power of the learneth 3D space, they measure the similarity in a pre-de ned
shape space on held out test scans and show that our modétature space [4, 42, 47, 50] and leverage machine-learning
performs on par with models that require all scans to be techniques to estimate correspondences [10, 26, 35, 54], op-
registered manually. We also compare with standard non-tionally re ned with a global optimization [5, 11, 44]. The
registration methods and demonstrate that our method isquality of these methods degrades signi cantly when the
more robust against noise and holes in the scans. Finallyshapes are outside the distribution of the training data. More
we apply the methodology of BLISS in the context of face importantly, such methods do not yet handle noise in raw
shape space construction to emphasize its generalizability. scans, and hence cannot be easily used in our setting.

In summary, we make the following contributions: (i) an 2
on-the-y PCA shape space and correspondence learning
framework: starting from only 200 registered shapes, we A standard human body model has to account for pose and
progressively enrich the model with new shapes and even-shape deformation. In this work, we are particularly inter-
tually reach a shape space that is on par with the oneested in the latter — the anthropometric variability across
trained with 3800 registrations directly; and (ii) a novel identities, and we focus the discussion on this aspect.

2. 3D Morphable Models for Humans



Parametric mesh. Representing human body parts as sta- comparison, we compare to baselines where we employ a
tistical shape models dates back to Coateal. [13] in 2D similar edge-preserving non-rigid registration approach and
and Blanz & Vetter [8] in 3D. The latter has become the demonstrate superior performance.

de facto standard for modeling 3D human shapes [19, 52]
often called 3D morphable models (3DMM). The goal of a
3DMM is to adapt the template to each person by control-

ling the shape variations in a low-dimensional space. In the lores representing human bodies with neural elds [56]
context of whole body, a myriad of work [3, 28, 31, 37— b P 9 '

39, 57, 58] has been proposed for this purpose and has Ie(¥Vh|Ch does not assume a consistent mesh topology. They

. . - ake the translations and rotations of body joints as input
to rapid progress in monocular and multi-view human body . AR
; and estimate whether a query 3D point is inside the body
reconstruction [52].

Learning such a parametric shape space, however rePr pot. Howeyer,_ so far th_e effort has been devoted primar-
\ | larae database of body seans ,and more ,dif- ily in generalization of articulated poses, where I.ar.ge—scale
chljJIIrtIeS brﬁtny’irzli thgem into corres ond)énce b : registering a motion capture datasets [21, 32] are used for training.
comr):";on tgmglate mesh to therrr)1 Most mgdelg aboveg are To hglp generalize to multiple subjects, it is encouraggd
) . ' . . to condition the networks on body shapes. However, in
trained with thousands or ten thousands of registrations to

. . these methods, shape information is carried only in the loca-
bc_de scans in CAESAR [45] and_/or SizeUSA [1], curated tions of input joints, which is a very coarse anthropometric
with manual intervention for quality control (see Table 1).

. feature as two bodies can share the same joints but different
Another frequently overlooked challenge is that databases ]

have each subject scanned in similar but not exactly thesurface shapes. In this work, we consider explicit surface
. ) meshes in order to better capture details in human bodies.
same poseg(g, A pose in CAESAR) while the template P
is desired to be in one canonical pose (typically T pose). To
S : 3. Method
factor out the pose variation in the data, an un-posing pro-
cess is performed to bring registrations to the canonical pose3.1. Overview
[31], which we refer to as “canonical shapes” in the rest of
the text. Any artifact introduced in this step will be kept in

the learned shape space. Our formulation can take A—pose(?0 learn a shape space in a canonical but different pose (e
scans as input and output the canonical shapes in T-pos Pe Sp b 9

requiring no un-posing before including them to training. eT-pose) that captures the va_lrlatlon of plausible body shapes.
. We learn a shape space with respect to a prede ned shape
The most relevant work of Hirshbegg al. [23] explores =
“ . - . - . . template topology; in our setup, we use the SMPL [31] tem-
a “semi-supervised” setting of co-registration of multiple ; .
T . . plate, denoted absyp. With N vertices. We also assume
scans similar to ours. However, their approach differs from . .
. . ! e N having access to a small set of registered sh&eshere a
us in several aspects: (i) they aim to “simultaneously” learn
a morphable model and bring scans into correspondence in
one shot, without iterations. Consequently, it amounts to
a big optimization problem where one has to provide good
initialization (e.g., via manual landmarks) and carefully an-
neal the weights of each term, which may be easy to break.
Due to the complexity of the optimization, this method can
handle hundreds of scans whereas we can scale our iterative
pipeline to thousands of scans; (ii) they rely on model-free
registrations with a nearly isometric regularization term to
capture information beyond the model space. While there
is no publicly available code for us to perform an exact Figure 2. Given a sparse set of sc&rs and their registration®
to a common template, we learn a linear shape sBagg using
) ) Rpca and train a non-linear NJF-based deformation model us-
Table 1. Comparison with  SMPL [31], GHUM [57],  ingRpgrorm . Then, given a scaBy from a set of unregistered
DenseRac [58], and STAR [37] w.rt. the number of registrations scansu, we project it to the PCA basis to obtaii, and utilize
used in training respective morphable models. NJF-based deformation to recover its registration to the template
X %in the canonical pose. To enhance our shape space, we calcu-
Method SMPL GHUM DenseRac STAR BLiSS late the Chamfer Distanc®¢p ) of registrations to target scans.
We add all registrations where the distance falls within one stan-
#shape 3800 64000 2500 15000 200  garg deviation of the minimum distanceRpca . We repeat this
space  PCA  PCA/VAE PCA PCA  PCA " process to jointly register raw scans and enrich our shape space.

'Implicit surfaces. A well-known limitation of meshes
is that it is limited in handling deformations that require
changes in the topology. Recent work [15, 33, 34, 53] ex-

Given a large set of raw scars of varied human body
hapes in roughly a similar pose (e.g., A-pose), our goal is




Algorithm 1

1: procedure BLISSR ; Sg;U;f;n)
. R =Registered SeGr = Corresponding set of scans
. U = Unregistered set of scans
.f = Deformation Modeln = Number of rounds
2 for Round2 [1,n]: do
3 Rpca ;Rperorv R
4: Brca:9() PCA(Rpca)
5: for X;Sx 2 (R,Sg):do
6:
7
8

SMPL [31] and STAR [37]. Note that we use only a subset
of the R and save the rest for the data-driven deformation
model (see Section 3.3). Our shape spBgea , similar
to others, is composed of a pose-corrective deformation ba-
sis allowing for pose-conditioned deformations and a shape
_ basis that enables body-shape deformations. In our work,
- buildshape sp. since we are primarily interested in learning a space of body
. build deform mod. . .
. Fit using basis shapes, we borrow the pose corrective directly from SMPL,
. init. canon. shape  Which is denoted aBp () : R 1 RN as well as a
. Register with NJF rigged skeleton to posésypL , wherekposek = 24 3,

f7g 7 =9(Sx)
- k ?
Xo= S+ i {Vs
: X0= f(Xo;Sx)
9: Lvertex = kX0 X k2

10 L 0 JK? ; Vefg_ex LLOSS corresponding to 3 axis-angles for each of the 24 joints. We
: Jacobian = . Jacobian Loss . .
11 FE = 0 1 1) . Backprop represent the shape baBisca with k shape eigenvectors

12: end for Bpca = fvs 0, wherek is selected such that the shape

13: C=; . New Candidate Registrations  variation in the dataset is explained using khbasis vec-
1a: for fSuoin;d_O tors. In this computed space, we de ne a new shgp@
15: 19 =(Su) any particular pose as,

16: Xo = S+ =1 i Vs;

17: X 0= f(Xo;Su) Xk

18: C CJ[ x© Cy =

19: end for : Se(f g )= S+ . iVs, + Bp ()

20: D  ChamferDistC;U) i=1

21 th min(D)+ (D) Sp(f g )= W(S(f ig );J; ;Ws);

22: Cpune f cjc2 C, ChamferDistc; U) < thg

3:315 de R Cprune - Update Basis  whereS is the mean shapeé), is the joint regressor that
o5 ?gturﬁé provides the joint locations given the vertex positions in the

shapeW;s is a xed set of skinning weights, and nallyV

is the skinning function as de ned in [31]. Now, given a
target scarb and a current set of shape basis vectqrs
small set of scanSg have been brought to the same topol- We optimize for the pose parameters and shape coef cients:
ogy asTsmwpL in the canonical pose via a manual non-rigid . a

registration process to avoid any registration artifacts. Start- 9(Su) = (f 7g )

26: end procedure

ing with R andTswp. , We iteratively expand® with new = arg min Dcp (W(S¢;J; ;Ws);Su)i(1)
. . fig
shapes from the unregistered scahthat are automatically
brought into correspondence willyyp.  and learn an en-
hanced shape space. Note that we always BaweSg [U .
Our method works by deforming the templatgup. to
closely match a new raw sc&@y 2 U. This deformation

whereD¢p is the Chamfer Distance ar®|, is an unregis-
tered raw scan.

We optimize Eq. 1 to nd the shape iBpca that best
matches the sca®y while also optimizing for the pose pa-

model consists of two parts: (i) a PCA-based shape spacegameters . In other words, the functiog “projects” the
Bpca that provides a search space for shapes; and (ii) araw scanSy onto the shape spa@pca . After optimiza-
neural deformation modédl that maps shapes obtained by tion, we obtain ths canonical shape that corresponds to the
searchindBpca to targets that better capture the shape de- scan aX, := S+ :;1 ?vs, . Note that due to the limited
tails of the raw scan. The two deformation models work in expressivity of the linear basiX,, may not accurately rep-
tandem to jointly register scans and yield correspondenceresentS,. We now seek a deformation model that can fur-
with TgwpL , resulting in registered scans based on the cur-ther enrichX , with the details fronS . This shape space
rent shape space. We then “close the loop' by selecting aoptimization also provides a good initial point to seed our
few new registrations based on their distance to the scansubsequent nonlinear deformation model, as explained next.
and adding them to recompute a PCA bdiga , thus en- . .

riching the shape space further. We repeat this process fos-3- Neural Deformation with NJF

multiple iterations, with each pass progressively learning an our work, a nonlinear deformation is simply an assign-
richer shape space and using it to register raw scans. Figurgnent of new 3D positions to the vertices of the given (tem-
2 illustrates the pipeline of BLiSS. plate) mesh. We adopt Neural Jacobian Fields (NJF) [2]
3.2. PCA-based Shape Space as our no_nlinear deformation model NJF trains an M!_P

to map triangles on a source mesh to a corresponding de-
We use a subset of the shapesRn Rpca to compute formed triangle on a target mesh using only local informa-
a PCA basis in a similar fashion to classical works like tion. The key step is to have this training receive gradients



through a differentiable global Poisson Solve layer to then 4. Experiments
directly predict the positions of the vertices.
We consider another subset of shapeR irR perorm

whereRperorm RN R pca , and their corresponding  pataset. We picked 429 scans from the CAESAR dataset
raw scans to train NJF. For each shape2 R perorm and had them registered by a professional aitist,jRj =

we rst optimize for parameterg(Sx ) whereSx is the 429 Note that the artist took 40-60 min per scan using a
raw scan corresponding ¥, giving us a shape space pro-  compination of landmark point speci cation, running non-
jectionX,. We then train NJF to map the canoniogd to rigid ICP, and then manually ne-tuning dense correspon-
the canonicaK , conditionedon the scarBy that can be  gence correction/speci catiore(g, around ngers, armpit,

in any pose. Essentially, we ask our deformation mddel gc ) costing around $25 for each scan. We consider these
to deform the result of our (current) shape space projectiongytist-registered meshes as Ground Truth for evaluation,
X, to the target registratioX that contains richer details. training, and, in the case of some baselines, as targets.
The deformation functiof is conditioned on the raw scan Speci cally, we rst sample two mutually exclusive sets

representing the target, and can x any residues not COV-Roca and Rpsrory from R to train the initial PCA

4.1. Dataset and Protocols

ered by the optimization step. Speci cally, we trdinwith  snace and NJF respectively, wheRepca j = 100 and
per-vertex_, loss, iRperorm | = 100. We use all the remaining 229 reg-
istrations asR for evaluation purposes unless noted
Lyeex = Kf (Xo;Sx; ) XK, @ oherwise. T PAP

where represents learnable parameters, and a per-triangle _Since the original CAESAR dataset consists of around
Jacobian 0§ jaconian  Which supervises the ground-truth 40(_)0 scans, 4_29 of which we have reglstratlons from the
Jacobiang (see [2]), with our total training signal being artist, we consider the rest 3.5k scans as unregistered scans

U. In Algorithm 1 Ln. 14-18, scans ik are brought to

Liotart =10 Lyertex *+ L jacobian : 3) correspondence, addedRaca , and contribute to the new
shape spacBpca , WhereaRR perorm IS kept xed to the
We slightly abuse notation in Equation 2 — in practiZe, initial 100 artist registrations. Throughout the experiment,

andSyx are represented as features and not by vertex locawe always us&=11 basis for any PCA-based shape space,
tions themselves. Speci cally, we use Pointnet encodings denoted as PCA (see supplemental for tests with dther
[41] of both shapes. Details of the network architectures values). Note that despi®perorm  being xed, in each
and the features used are in the supplemental. round, since the basis of the shape sg&g, changesX,

With our initial shape space de ned IiRpca andanon-  changes, and consequently, the amount of details that NJF
linear deformation model trained wiRpgrorm , WE Can needs to compensate also changes. Hence, our NJF is re-
now use these in tandem to register new scans. built in each iteration (Algorithm 1 Ln. 5-11). At test time,
since BLISS consists of a PCA shape space and an NJF net-
work, whenever we evaluate only the learned PCA space,

For each unregistered sc8p 2 U, we rst t the template we denote it as “PCA only” to distinguish from running the
TsumpL to it by optimizing parametery Sy ) in Equation 1, full pipeline.

to obtain the canonical posé,. We then use the trained Metrics. For each registration ilRgyaL , we take
NJF to predict the nal registration d9X,;Sy; )! X°@ the corresponding raw scan and obtain a registered shape
The modelX %is then “posed” to match the pose 8f by using either our method or the baselines below. We
using the optimized pose parametefs We compute the = measure the vertex-to-vertex (v2v) distance between the
Chamfer Distance to their corresponding scans, and if theground truth and the estimated canonical shapes, using the
error falls within one standard deviation from the minimum artist-annotated scan-to-template correspondences. When

3.4. Closing the Loop

error, we augmerR pca with the new shapex %in T-pose. comparing shape spaces with different topology, such as
In the next iteration, the shape space will be updated by GHUM, we start by non-linearly registering the target and
computing PCA with the augmented $®bca . The up- our mean body shape models in the same pose. Then, we

dated basis also provides new initial states for training our use barycentric coordinates on the corresponding face to
deformation modef . Note that we do not add the PCA map each point on our template to the target body model.
projectionsX , to Rpca as it does not carry “fresh” infor-  Additionally, we calculate the vertex-to-plane error (v2p),
mation likeX °. which does not require meshes to have the same topology.
We repeat the steps of constructing a PCA basis, learning (i) FULL ANNOTATION : We spare 29 registered shapes
an NJF based deformation model, and registering new scan$or evaluation and use all the remaining 400 annotated
for several rounds, with each round expanding the shapemeshes to train a PCA model. We further train an NJF
space (see Algorithm 1). with the same 400 scans to add the missing details not cov-



Table 2. Evaluating ours against alternatives. (i) Learning a one-time static shape space from 400 available registrations provides an upper
bound; (ii) and (iii) provide baselines replacing our non-linear deformation model with classical non-rigid registration. Errors are in cm.

Method |jRgeva. j initial jJRpcaj jRDeErorm |  regularizations #shap@U v2v (#)

(i) FULLANNOTATION- PCA+NJF 29 400 400 7 7 0.87

(ii) BASELINEL- PCA + non-rigid 229 100 7 smallk vk 800 3.11
(iii) B ASELINE2- PCA + non-rigid 229 100 7 edge-preserving 800 3.26

BLiSS (PCA only) 229 100 100 7 800 131

BLISS (PCA+NJF) 229 100 100 7 800 0.90

Figure 3. We show the histogram of the v2v error of the scans in our test set at different iterations of our method. We also color code the
per-vertex error for an example scan. As our method progresses, the error decreases, and we observe a slight left shift in the histogram as
the shape space improves. Insets show residue error on one scan over iterations.

ered by the PCA model, denoted asuifE ANNOTATION- that the error gets reduced as we have more rourdsthe
PCA+NJF”". This baseline represents scenarios where onecorrespondence quality improves progressively.
trains the modein one gowith all available registrations, Further, we compare with a method that simultaneously
without any bootstrapping schemes that leverage the unregpurns all available 400 scans into model training wLF
istered scans. Hence, this can be seen agpper bound LANNOTATION. As shown in Table 2 upper part, it attains
Baselines.We consider several baselines, where NJF is the lowest v2v error of 0.87cm on a smaller evaluation set of
replaced in our pipeline with classical non-rigid registration 29. In the bottom part, we can observe that, despite being
methods. Given an unregistered s&y) we rstobtainthe  trained initially with only 100 registrations, BLiSS yields
projection in the PCA spack, and then optimize the lo-  v2v error that is on par with the upper bound by automati-
cation of each vertex 0¥, such that when posed witff, cally extending the set of registered scans to 800.
the shape yields low Chamfer Distance to the segnThis Effect of NJF as a non-linear registration module.In
“free-form deformation” scheme can fall into local mini- BasgLINEL-2, we run Algo. 1 but estimate detailed shapes
mum easily even if we providX, as close initialization.  x 95t Ln. 16 by non-rigid registration methods instead of
Therefore we de ne new baselines where we constrain it NJEf . \We then evaluate how well the resulting PCA shape
with standard regularization terms: (BASELINE 1: ver- space explains the test SReva.  and compare with our
tices should not be deviating too far from the canonical pca shape space. In Table 2 bottom part, we observe that
shape,, i.e., k vk should be small favoring smooth sur-  after consuming 800 unregistered scans, our shape space ex-
faces; (iii) BASELINE 2: deformation should preserve edge plains scans iR gva.  With 1.31cm v2v error (PCA only),

lengths,i.e., favor near-isometric deformations. _ while NJF further reduces it to 0.90cm. Consuming the
_ Finally, we also compare to existing shape spaces includ-same amount of scans, shape spaces enricheckittom
ing SMPL [31], STAR [37], and GHUM [57]. non-rigid registration yield errors of 3.11cm and 3.26¢cm,

respectively. This suggests using a data-driven NJF in
the loop recovers better correspondence than optimization-
Progressive improvement of the shape spaceFirst, we  based registration methods, and when includelgaa , it
illustrate how our shape space is progressively improved,leads to a new PCA spa@ca Wwith richer information.

i.e., becomes more expressive. In Figure 3, we show the Figure 3 shows how the model improves over itera-
histograms of the v2v residue error at different iterations of tions/rounds (from left to right). While NJF helps add lost
our method as it consumes new scans fkdrand visualize detalils, it is still limited by the sparse set of training pairs
the error as heat maps in each insetimage. One can observd.00 in our case) and may not recover all the details.

4.2. Results and Discussions



Comparison to other shape spaces. We compare  forms on par with SMPL and STAR based on the v2p error
BLiSS with the following existing shape spaces: (i) the and better than GHUM. Hence, the primary observation in
classical SMPL [31] shape space trained with the registra-Table 3 is that, despite starting from only a small amount
tions of 3800 CAESAR scans, (ii) its follow-up STAR [37] of registrations (100+100), BLISS yields on-par expressiv-
which uses additional 11000 registrations of the SizeUSA ity compared to a model trained with an order of magnitude
dataset [1], (iii) GHUM which uses registrations for an ad- more registrations. We attribute this to the novel combina-
ditional proprietary dataset of 64000 scans (where a major-tion of linear PCA and non-linear NJF deformation model,
ity consists of body, hand, and, facial pose variations) alongas well as the progressive scheme leveraging such a hybrid
with CAESAR. GHUM presents a linear shape space asdeformation model for better correspondence.
well as a VAE-based non-linear shape space, both of which  Diversity of body shape spacesWe qualitatively show
we include in our comparisons. For each correspondingthe diversity of body shapes represented by our shape space
scan inRgyaL , we optimize for the pose and shape pa- by randomly sampling our nal PCA space using farthest
rameters of each body model and report both the v2v andsampling in terms of vertex differences. Sampled shapes are
v2p errors in Table 3. We also show qualitative compari- shown in Figure 1. In Figure 5, we show shape variations
son in Figure 4 where we color code each optimized body captured by our shape space's top three PCA modes.
model using the v2p error with respect to the ground truth
artist provided registration.

Table 3. Ours, after absorbing 800 shapes from CEASER, outper-
formed SMPL, STAR, and GHUM even though we only used 200
registered scans, compared to their much larger number of scans.

Method # shape2 R v2v (#) (cm)  v2p &) (cm)

SMPL (PCA) 3800 1.72 0.62
STAR (PCA) 15000 2.15 0.58
GHUM-PCA 64000 6.74 3.01
GHUM-VAE 64000 5.89 2.63
BLiSS 200 0.90 0.65

We observe that BLISS yields consistently lower v2v er-
ror than other shape spaces. We use 11 PCA components for
SMPL, STAR, and BLiSS while all the PCA components Figure 5. We show shapes along the top three principal directions
for GHUM. Our Ground Truth are artist-annotated registra- in different rows, and observe variations in gender, height, and
tions, which can still potentially contain errors which might weight along the respective PCA modes.
have an effect on this gap. Nevertheless, our method per-

In order to compare the diversity of our and existing
shape spaces, we sample 500 body shapes in each shape
space by furthest point sampling. For each sampled body
shape, we compute is nearest sample within the same shape

Table 4. We use Farthest Sampling to gather 500 shapes from each
space. To determine the similarity between the different spaces,
we calculate the distance between each shape in one space and its
closest counterpart in all other spaces, including off-diagonal en-
tries. We then report the average distance (in centimeters) for each
possible pairing of spaces in both directions. Low values for (A,

B) and (B, A) suggest the two spaces are similar. We compute the
diversity of samples inside each space for diagonal entries, with
higher values indicating more diversity.

Space Ours GHUM STAR SMPL

Figure 4. For a given raw scan, we register each body model by
predicting pose and body shape parameters. (Top) Each result is Ours 3.57 1.38 1.46
color coded based on the v2p error in meters w.r.t. the ground truth GHUM  4.03 3.65 371

. . . . STAR 1.79 3.74 1.37
registration provided by the artist. SMPL  1.90 3.75 136
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